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• 1.Introduction to Transport-Layer Services 

• Overview of the Transport Layer in the Internet  
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• Flow Control 

It is between the application and network layers, the transport layer is a central 
piece of the layered network architecture. 

One of the major function of the transport layer is extending the network layer’s 
delivery service between two end systems to a delivery service between two 
application-layer processes running on the end systems 

Brings techniques to ensure how two entities can communicate reliably over a 
medium that may lose and corrupt data.  

• 1.Introduction to Transport-Layer Services 
• Overview of the Transport Layer in the Internet  

• 2. Multiplexing/Demultiplexing 

• 3. Connectionless Transport: UDP 

• UDP Segment Structure 

• UDP Checksum 

4. Connection-Oriented Transport: TCP 

• TCP Connection 

• TCP Segment Structure 

• Sequence Numbers and Acknowledgement Numbers 

• Round-Trip Time(RTT) Estimation and Timeout 

• Flow Control 

1.Introduction to Transport-Layer Services 
  

 

 

• A transport-layer protocol provides for logical communication 
between application processes running on different hosts. 
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On the sending side: 

1.The transport layer converts the application-layer messages it into 
transport-layer packets, known as transport-layer segments.  

2.This is done by breaking the application messages into smaller chunks 
and adding a transport-layer header to each.  

3.The transport layer then passes the segment to the network layer at 
the sending end system. 

 Note that, network routers act only on the network-layer fields of the 
datagram; that is, they do not examine the fields of the transport-
layer segment encapsulated with the datagram.  

On the receiving side: 

1.The network layer extracts the transport-layer segment from the 
datagram and passes the segment up to the transport layer.  

2. The transport layer then processes the received segment, making the 
data in the segment available to the receiving application. 
  

West Coast East Coast 

The postal service provides logical communication between the two 
houses. 
(the postal service moves mail from house to house, not from person to person) 

On the other hand, ______ and _______ provide logical communication 
among the cousins. 

application messages = letters in envelopes 

processes = cousins 

hosts (also called end systems) = houses 

transport-layer protocol = ______ and _______ 

network-layer protocol = postal service (including mail carriers) 

Note that, transport-layer protocols live in the end systems.  

West Coast East Coast 

Suppose now, that when______and______ go on vacation, another 
cousin pair 
say, ______ and _______ substitute for them and provide the 
household-internal collection and delivery of mail. 

In an analogous manner, a computer network may make available 
multiple transport protocols, with each protocol offering a different 
service model to applications. 

The possible services that______and______can provide are clearly 
constrained by the possible services that the postal service provides. 

In a similar manner, the services that a transport protocol can provide 
are often constrained by the service model of the underlying network-
layer protocol.  

• Nevertheless, there are some certain services can be offered by a 
transport protocol even when the underlying network protocol 
doesn’t offer the corresponding service at the network layer.  

 A transport protocol can offer reliable data transfer service to an 
application.  

 A transport protocol can use encryption to guarantee that application 
messages are not read 

For example: 

• 1.Introduction to Transport-Layer Services 

• Overview of the Transport Layer in the Internet  
• 2. Multiplexing/Demultiplexing 

• 3. Connectionless Transport: UDP 

• UDP Segment Structure 

• UDP Checksum 

4. Connection-Oriented Transport: TCP 

• TCP Connection 

• TCP Segment Structure 

• Sequence Numbers and Acknowledgement Numbers 

• Round-Trip Time(RTT) Estimation and Timeout 

• Flow Control 

• Principles of Congestion Control 
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Overview of the Transport Layer in the Internet  
 

The Internet (or TCP/IP network), makes two distinct transport-layer 
protocols available to the application layer:  

1.   UDP (User Datagram Protocol), which provides an unreliable, 
connectionless service to the invoking application. 

2.   TCP (Transmission Control Protocol), which provides a reliable, 
connection-oriented service to the invoking application. 

 The most fundamental responsibility of UDP and TCP is to extend 
IP’s delivery service between two end systems to a delivery service 
between two processes running on the end systems.  

 Extending host-to-host delivery to process-to-process delivery 
is called transport-layer multiplexing and demultiplexing. 

Overview of the Transport Layer in the Internet  
 

UDP provides only the two services:  
1. process-to-process data delivery  
2. error checking 

In particular, like IP, UDP is an unreliable service—it does not 
guarantee that data sent by one process will arrive intact (or at all!) to 
the destination process. 

TCP,  offers several additional services to applications: 

 It provides reliable data transfer. Using flow control, sequence 
numbers, acknowledgments, and timers. 

 TCP ensures that data is delivered from sending process to 
receiving process, correctly and in order.  

 TCP also provides congestion control by regulating the rate at which the 

sending sides of TCP connections can send traffic into the network.  

UDP traffic, on the other hand, is unregulated 

• 1.Introduction to Transport-Layer Services 

• Overview of the Transport Layer in the Internet  

• 2. Multiplexing/Demultiplexing 
• 3. Connectionless Transport: UDP 

• UDP Segment Structure 

• UDP Checksum 

4. Connection-Oriented Transport: TCP 

• TCP Connection 

• TCP Segment Structure 

• Sequence Numbers and Acknowledgement Numbers 

• Round-Trip Time(RTT) Estimation and Timeout 

• Flow Control 

Multiplexing\Demultiplexing  
 

Transport-layer multiplexing and demultiplexing is extending the host-
to-host delivery service provided by the network layer to a process-to-
process delivery service for applications running on the hosts. 

At the destination host,  
 The transport layer receives segments from the network layer just 

below.  
 The transport layer has the responsibility of delivering the data in 

these segments to the appropriate application process running in 
the host. 

Let’s take a look at an example:  
  

 Suppose you are downloading Web pages while running one FTP 
session and two Telnet sessions. 

When the transport layer in your computer receives data from the network 
layer below, it needs to direct the received data to one of these four 
processes. 

But, it needs to determine which data belongs to which process! 

A process, can have one or more sockets (Sockets mean doors through 
which data passes from the network to the process and vice versa). 

The transport layer in the receiving host does not actually deliver data 
directly to a process, but instead to an intermediary socket! 

Since at any given time, there can be more than one socket in the receiving 
host, each socket has a unique identifier.  
The format of the identifier depends on whether the socket is a UDP or a 
TCP socket. 

How a receiving host directs an incoming transport-layer segment to the 
appropriate socket? 
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 Each transport-layer segment has a set of fields in the segment for this 
purpose.  

 At the receiving end, the transport layer examines these fields to 
identify the receiving socket and then directs the segment to that 
socket. 

 This job of delivering the data in a transport-layer segment to the 
correct socket is called demultiplexing. 

 The job of gathering data chunks at the source host from different 
sockets, encapsulating each data chunk with header information to 
create segments, and passing the segments to the network layer is 
called multiplexing. 

West Coast East Coast 

To illustrate the demultiplexing job, recall the household analogy. 

Each of the kids is identified by his or her name. When_______receives a 
batch of mail from the mail carrier, he performs a demultiplexing operation 
by observing to whom the letters are addressed. 

_______performs a multiplexing operation when she collects letters from her 
brothers and sisters and gives the collected mail to the mail person. 

Now that we understand the roles of transport-layer multiplexing and 
demultiplexing, let us examine how it is actually done in a host.  

We know that transport-layer multiplexing requires:  

 that sockets have unique identifiers 

 that each segment have special fields that indicate the socket to which 
the segment is to be delivered. 

 Each port number is a 16-bit number, ranging from 0 to 65535.  

 The port numbers ranging from 0 to 1023 are called well-known port 

numbers and are restricted. (HTTP uses port number 80), (FTP uses port 

number 21). 
 

• 1.Introduction to Transport-Layer Services 

• Overview of the Transport Layer in the Internet  
• 2. Multiplexing/Demultiplexing 

• 3. Connectionless Transport: UDP 
• UDP Segment Structure 

• UDP Checksum 

4. Connection-Oriented Transport: TCP 

• TCP Connection 

• TCP Segment Structure 

• Sequence Numbers and Acknowledgement Numbers 

• Round-Trip Time(RTT) Estimation and Timeout 

• Flow Control 

3. Connectionless Transport: UDP 

 UDP; 

i. takes messages from the application process,  

ii. attaches source and destination port number fields for the 
multiplexing/demultiplexing service,  

iii. adds two other small fields, and passes the resulting segment to 
the network layer. 

 
At the receiving host, UDP uses the destination port number to deliver the 
segment’s data to the correct application process (demultiplexing). 

 Note that, with UDP, there is no handshaking between sending and 
receiving transport-layer entities before sending a segment. For this 
reason, UDP is said to be connectionless. 

 DNS is an example of an application-layer protocol that typically uses UDP. 

When the DNS application in a host wants to make a query,  
 
I. it constructs a DNS query message and passes the message to UDP.  
II. Without performing any handshaking with the UDP entity running 

on the destination end system, the host-side UDP adds header 
fields to the message and passes the resulting segment to the 
network layer.  

III. The network layer encapsulates the UDP segment into a datagram 
and sends the datagram to a name server.  

IV. The DNS application at the querying host then waits for a reply to 
its query.  

 
If it doesn’t receive a reply, either it tries sending the query to another 
name server, or it informs the invoking application that it can’t get a 
reply. 
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Why? 
Application developer would ever choose to build an application 
over UDP rather than over TCP. TCP always preferable, since TCP 
provides a reliable data transfer service, while UDP does not?  

The answer is no, as many applications are better suited for UDP for the 
following reasons: 

 Since real-time applications often require a minimum sending rate, do not 
want to overly delay segment transmission, and can tolerate some data loss, 
TCP’s service model is not particularly well matched to these applications’ 
needs. 

 Since there is no handshaking in UDP, does not introduce any delay to 
establish a connection. 

 Small packet header overhead. The TCP segment has 20 bytes of header 
overhead in every segment, whereas UDP has only 8 bytes of overhead. 

• 1.Introduction to Transport-Layer Services 

• Overview of the Transport Layer in the Internet  
• 2. Multiplexing/Demultiplexing 

• 3. Connectionless Transport: UDP 

• UDP Segment Structure 
• UDP Checksum 

4. Connection-Oriented Transport: TCP 

• TCP Connection 

• TCP Segment Structure 

• Sequence Numbers and Acknowledgement Numbers 

• Round-Trip Time(RTT) Estimation and Timeout 

• Flow Control 

UDP Segment Structure 
 

The UDP header has only four fields, each consisting of two bytes.  

 The port numbers, allow the destination host to pass the application data 
to the correct process running on the destination end.  

 The length field specifies the number of bytes in the UDP segment 
(header plus data).  

 The checksum is used by the receiving host to check whether errors have 
been introduced into the segment.  

UDP Checksum 

UDP at the sender side performs the 1s complement of the sum of all 
the 16-bit words in the segment, with any overflow encountered 
during the sum being wrapped around. 

Then, this result is put in the checksum field of the UDP segment. 

 

 The UDP checksum provides for error detection.  

For example, suppose that we have the following three 16-bit words: 

0110011001100000 
0101010101010101 
1000111100001100 

The sum of first two of these 16-bit words is: 1011101110110101 

Adding the third word to the above sum gives 0100101011000010 

 Note that, this last addition had overflow, which was wrapped around.  

 1’s complement of the sum 0100101011000010 is 1011010100111101, which 
becomes the checksum 

 At the receiver, all four 16-bit words are added, including the checksum. If no 
errors are introduced into the packet, then clearly the sum at the receiver will 
be 1111111111111111. 

• 1.Introduction to Transport-Layer Services 

• Overview of the Transport Layer in the Internet  
• 2. Multiplexing/Demultiplexing 

• 3. Connectionless Transport: UDP 

• UDP Segment Structure 

• UDP Checksum 

4. Connection-Oriented Transport: TCP 
• TCP Connection 

• TCP Segment Structure 

• Sequence Numbers and Acknowledgement Numbers 

• Round-Trip Time(RTT) Estimation and Timeout 

• Flow Control 

4. Connection-Oriented Transport: TCP 

In order to provide reliable data transfer, TCP relies on some of the 
underlying principles, including  

error detection,  

 retransmissions,  

cumulative acknowledgments,  

 timers, and header fields for sequence and acknowledgment 
numbers. 
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The TCP Connection 
 
TCP is said to be connection-oriented because before one application 

process can begin to send data to another, the two processes must 
first “handshake” with each other. 

  Because the TCP protocol runs only in the end systems and not in the 
intermediate network elements (routers and link-layer switches), the 
intermediate network elements do not maintain TCP connection state. 

 TCP connection provides a full-duplex service. 

 A TCP connection is also always point-to-point, that is, between a 
single sender and a single receiver. 

How a TCP connection is established? 

Suppose, a process running in one host wants to initiate a connection with 
another process in another host  

(initiating the connection is called the client process, while the other 
process is called the server process).  

 
 a client program does this by issuing the command : 

clientSocket.connect((serverName,serverPort)) 

 TCP in the client then proceeds to establish a TCP connection with TCP 
in the server. 

In other words,  

 The client first sends a special TCP segment;  
 The server responds with a second special TCP segment;  
 and finally the client responds again with a third special segment.  

Let’s consider the sending of data from the client process to the 
server process.  

 The client process passes a stream of data through the socket (the door of 
the process).  

 TCP directs this data to the connection’s send buffer. Then, TCP send buffer 
passes the data to the network layer 

 The maximum amount of data that can be grabbed and placed in a 
segment is limited by the maximum segment size (MSS).  

 The MSS is typically set by first determining the length of the largest link-
layer frame that can be sent by the local sending host (the so-called 
maximum transmission unit, MTU). 

 TCP pairs each chunk of client data with a TCP header 

TCP Segment Structure 

 The TCP segment consists of header fields and a data field.  

 The data field contains a chunk of application data. As mentioned 
before, the MSS limits the maximum size of a segment’s data field. 

Sequence Numbers and Acknowledgment Numbers 
 

 TCP views data as an unstructured, but ordered, stream of bytes.  

Two of the most important fields in the TCP segment header are  
 the sequence number field and  
 the acknowledgment number field.  

 These fields are a critical part of TCP’s reliable data transfer service. 
Let us first explain what exactly TCP puts in these fields. 

 The sequence number for a segment is therefore the byte-stream 
number of the first byte in the segment.  

Let’s look at an example: 

Suppose that, a process in Host A wants to send a stream of data to a 
process in Host B over a TCP connection. 

• The TCP in Host A will implicitly number each byte in the data stream. 

 

Suppose that, the data stream consists of a file consisting of 500,000 
bytes, that the MSS is 1,000 bytes, and that the first byte of the data 
stream is numbered 0.  

 Each sequence number is inserted in the sequence number field in 
the header of the appropriate TCP segment. 
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The acknowledgement number that Host A puts in its segment is the 
sequence number of the next byte Host A is expecting from Host B. 

As another example, suppose that Host A has received one segment from 
Host B containing bytes 0 through 535 and another segment containing 
bytes 900 through 1,000. 
For some reason Host A has not yet received bytes 536 through 899. 

Recall that TCP is full-duplex,  

For example; suppose that Host A has received all bytes numbered 0 
through 535 from B and suppose that it is about to send a segment to Host 
B. Then; 
 Host A is waiting for byte 536 and all the subsequent bytes in Host B’s 

data stream.  
 So, Host A puts 536 in the acknowledgment number field of the 

segment it sends to B 

Host A is still waiting for byte 536 (and beyond) in order to re-create B’s data 
stream. Thus, A’s next segment to B will contain 536 in the acknowledgment 
number field. 

The subtle issue is: What does a host do when it receives out-of-order 
segments in a TCP connection?  

the decision up to the people programming a TCP implementation. 
There are basically two choices: either 

(1) the receiver immediately discards out-of-order segments or 

(2) the receiver keeps the out-of-order bytes and waits for the missing 
bytes to fill in the gaps.  

  

Clearly, the second choice is more efficient in terms of network 
bandwidth, and is the approach taken in practice. 

 

Note that, Although it is assumed that the initial sequence number was 
zero, in truth, both sides of a TCP connection randomly choose an initial 
sequence number.  

Round-Trip Time Estimation and Timeout 

• Clearly, the timeout should be larger than the connection’s round-
trip time (RTT), that is, the time from when a segment is sent until it 
is acknowledged. Otherwise, unnecessary retransmissions would be 
sent.  

 TCP uses a timeout/retransmit mechanism to recover from lost segments.  

 But how much larger?  
 How should the RTT be estimated in the first place?  
 Should a timer be associated with each and every unacknowledged 

segment?  
So many questions!  

Estimating the Round-Trip Time 
 
The sample RTT, denoted SampleRTT, for a segment is the amount 

of time between when the segment is sent (that is, passed to IP) 
and when an acknowledgment for the segment is received.  

Instead of measuring a SampleRTT for every transmitted segment, 
most TCP implementations take only one SampleRTT measurement 
at a time. 

 

 
Obviously, the SampleRTT values will fluctuate from segment to 
segment due to congestion in the routers and to the varying load on the 
end systems.  
 It is therefore natural to take some sort of average of the SampleRTT 

values. 

EstimatedRTT = (1 – 𝜶)  •  [EstimatedRTT + 𝜶  ] •  SampleRTT            
[where a= 0.125, (is actually=1/8)] 

 

In addition to having an estimate of the RTT, it is also valuable to have a 
measure of the variability of the RTT. Which is, DevRTT, as an estimate of how 
much SampleRTT typically deviates from EstimatedRTT: 

DevRTT = (1 – 𝜷) • DevRTT + 𝜷• | SampleRTT – EstimatedRTT | 

Setting and Managing the Retransmission Timeout Interval 
 

Clearly, the interval should be greater than or equal to EstimatedRTT, 
or unnecessary retransmissions would be sent.  

But the timeout interval should not be too much larger than 
EstimatedRTT; otherwise, when a segment is lost, TCP would not 
quickly retransmit the segment, leading to large data transfer delays. 

 
It is therefore desirable to set the timeout equal to the EstimatedRTT 
plus some margin. The margin should be large when there is a lot of 
fluctuation in the SampleRTT values; it should be small when there is little 
fluctuation. 

TimeoutInterval = EstimatedRTT + 4 • DevRTT 

An initial TimeoutInterval value of 1 second is recommended. 



27.3.2015 

8 

Flow Control 
 
Recall that, the hosts on each side of a TCP connection set aside a receive 
buffer for the connection.  

 When the TCP connection receives bytes that are correct and in 
sequence, it places the data in the receive buffer.  

 The associated application process will read data from this buffer, but 
not necessarily at the instant the data arrives.  

 If the application is relatively slow at reading the data, the sender can 
very easily overflow the connection’s receive buffer by sending too 
much data too quickly. 

 TCP provides a flow-control service to its applications to eliminate the 
possibility of the sender overflowing the receiver’s buffer. 

 Flow control is thus a speed-matching service—matching the rate at 
which the sender is sending against the rate at which the receiving 
application is reading. 

Let’s now discuss how TCP provides its flow-control service.  
 

 In other words, the receive window is used to give the sender an idea 
of how much free buffer space is available at the receiver. Because TCP 
is full-duplex, the sender at each side of the connection maintains a 
distinct receive window. 

 

 TCP provides flow control by having the sender maintain a variable called 
the receive window. 

  

Suppose that, Host A is sending a large file to Host B over a TCP connection. 
Host B allocates a receive buffer to this connection; denote its size by RcvBuffer. 
From time to time, the application process in Host B reads from the buffer. 

 LastByteRead: the number of the last byte in the data stream read from the 
buffer by the application process in B. 

 LastByteRcvd: the number of the last byte in the data stream that has 
arrived from the network and has been placed in the receive buffer at B. 

Because TCP is not permitted to overflow the allocated buffer, we must have: 
LastByteRcvd – LastByteRead ≤ RcvBuffer 

The receive window, denoted rwnd is set to the amount of spare room in the buffer: 
rwnd = RcvBuffer – [LastByteRcvd – LastByteRead] 
  

How does the connection use the variable rwnd to provide the flow-control 
service?  

Host B tells Host A how much spare room it has in the connection buffer by 
placing its current value of rwnd in the receive window field of every segment it 
sends to A. 
  
Initially, Host B sets rwnd = RcvBuffer. 

Host A in turn, keeps track of two variables, LastByteSent and LastByteAcked, 
which have obvious meanings 

Note that, the difference between these two variables, LastByteSent – 
LastByteAcked, is the amount of unacknowledged data that A has sent into the 
connection.  

By keeping the amount of unacknowledged data less than the value of 
rwnd, Host A is assured that it is not overflowing the receive buffer at 
Host B.  
Thus, Host A makes sure throughout the connection’s life that: 

LastByteSent – LastByteAcked ≤ rwnd 

There is one minor technical problem with this scheme: 
  

To see this, suppose Host B’s receive buffer becomes full so that rwnd = 0.  

 

After advertising rwnd = 0 to Host A, also suppose that B has nothing 
to send to A.  
Now consider what happens: 

As the application process at B empties the buffer, TCP does not send new 
segments with new rwnd values to Host A; indeed, TCP sends a segment to 
Host A only if it has data to send or if it has an acknowledgment to send.  
Therefore, Host A is never informed that some space has opened up in Host 
B’s receive buffer—Host A is blocked and can transmit no more data!  
 
  To solve this problem, the TCP specification requires Host A to continue to 
send segments with one data byte when B’s receive window is zero. These 
segments will be acknowledged by the receiver. Eventually the buffer will 
begin to empty and the acknowledgments will contain a nonzero rwnd 
value! 
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